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Abstract

Building a natural language interface for a database has been an interesting task since the 70’s,
which often requires creating a semantic parser. A study on using an advanced inductive logic
programming (ILP) approach for semantic parser induction that combines different ILP learners to
learn rules for ambiguity resolution is presented. Accuracy of the resulting induced semantic
parser can be significantly improved due to the learning of more descriptive rules than those of
each individual ILP learner. The task of learning semantic parsers in two different real world
domains was attempted and results demonstrated that such an approach is promising.

1. Introduction

Integration of natural language processing (NLP) capabilities (e.g. semantic interpretation of a
sentence) with database technologies (e.g. database management systems) has been an
interesting task to both the artificial intelligence (Al) community and the database (DB) community
since the late 60’s and early 70’s [26, 27, 25]. Even now, there is ongoing effort in materializing
earlier research goals into practical applications [29, 12, 14, 23, 20]. A central issue is creating
natural language interfaces for databases (NLIDB’s) so that a user can query a database in a
natural language (e.g. English) [2, 8, 9, 14, 20, 23, 24]. The success of research effort in
constructing NLIDB’s has potentially significant implication for broadening access to information.
For example, one can easily augment an NLIDB with a speech recognizer to make information
accessible to the visually impaired, or to people trying to access database information on the
phone by interacting with a “virtual operator”.
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Figure 1: Screenshots of a learned online NLIDB about Northern California restaurants



With the advent of the “information age” where information has become available on the Internet,
the need for such applications is even more pronounced as they would definitely widen the
“information delivery bottleneck”. Online database access in natural languages makes
information more accessible to users who do not necessarily possess relevant knowledge of the
underlying database access language such as SQL. One great potential impact of such
technologies would be on the utility of the World Wide Web where information could be delivered
through NLIDB'’s implemented as Web pages. Screenshots of an online NLIDB developed for a
real world database is shown in Figure 1.

As natural language sentences are usually ambiguous in their interpretation, a NLIDB needs a
functional unit for semantic processing given a sentence in order to “compute” its proper
meaning. Semantic processing has traditionally been handled by constructing a semantic parser
for a domain [19]. Semantic parsing refers to the process of mapping a natural language input
(e.g. a sentence) to some structured meaning representation that is suitable for manipulation by a
machine [1]. For example, in building a NLIDB for a commercial database, one may want to map
a user request expressed in a natural language to a corresponding query in the underlying
database access language like SQL. The target query expressed in SQL, in this case, could
serve as the “meaning representation” for the user request.

Most existing work on computational semantics is based on predicate logic where logical
variables play an important role [35]. Five computational desiderata for (meaning)
representations are outlined in [9]: 1) verifiability, 2) unambiguous representation, 3) canonical
form, 4) inference and variables (i.e. ability to perform inference and use of variables to represent
a class of objects in the representation scheme), and 5) expressiveness. Using first-order logic
for semantic representation allows one to include all of these crucial features in his representation
language.

Traditional (a.k.a. rationalist) approach to constructing a semantic parser for a database involves
hand-crafting parsing rules based on expertise extracted from a linguist [8]. However, such an
approach is usually time-consuming and the hand-crafted parser suffers from problems with
robustness (e.g. it generalizes poorly on novel sentences) and incompleteness (e.g. the linguist’s
knowledge might be imperfect). Disenchantment with a cumbersome knowledge-engineering
approach to the task motivated the NLIDB community to employ a machine learning approach in
tackling the problem — with some initial success [12, 14]. Using first order logic for meaning
representation led us to employing Inductive Logic Programming (ILP) techniques [13] for the
task of inducing a semantic parser given a set of training sentences [32].

In some cases, learning semantic parsers can involve solving a sequence of induction problems
where each has its own characteristics (e.g. language bias in the problem’s hypothesis space).
Earlier ILP approach used only a single ILP learner in solving a sequence of induction problems
[32, 31]. Using multiple learning strategies has been shown to produce classifiers that are more
accurate than that produced by each individual learning method in other domains [6, 28].
Similarly, one can employ different ILP learners and exploit their complementary strengths to
produce more accurate hypotheses, and, hence, more accurate semantic parsers. The purpose
of the paper is twofold: 1) demonstrate the effectiveness of using different ILP learners on the
task of semantic parsing, and 2) study a particular aspect of integrating Al and DB technologies
by incorporating NLP capabilities into a database system.

The rest of the paper is organized as follows. A system (called CHILL) for learning semantic
parsers from a corpus of training sentences is presented first. A brief background on ILP is then
provided. An overview of two basic ILP learning methods that have been used by CHILL is then
given. Afterward, a learning approach COCKTAIL that can combine a variety of ILP learners into
one coherent learning mechanism is explained. After that, experimental results of applying the
more advanced ILP approach on two real world domains are presented with a discussion of
results. Finally, conclusions and some possible future research directions are discussed.



2. Learning to Map Questions into Logical Queries

A brief discussion of the system CHILL is presented here to explain the working of the parser
induced by the system, and how contextual information can be learned and utilized in the parsing
operators. The online NLIDB developed for a U.S. Geography database is used as a sample
application here. Further details on the system can be found in [29]. Let us first overview how
database facts are represented for the domain, and then how semantics of database queries is
represented. The parsing operators and the parsing framework are then described. Finally,
induction of control rules for ambiguity resolution used in the course of parsing will be described.

Data Modeling for a Domain: The (syntactic) structure of a sentence is not enough to express
its meaning. For instance, the noun phrase the catch can have different meanings depending on
whether one is talking about a baseball game or a fishing expedition. To talk about different
possible readings of the phrase, one therefore has to define each specific sense of the phrase.
The representation of the context-independent meaning of a sentence is called its logical form [1].

Database items can be ambiguous when the same item is listed under more than one attribute
(i.,e. a column in a relational table in the database). For example, the term “Mississippi” is
ambiguous between being a river name or a state name. In other words, there is ambiguity
between the two different logical forms for the same word in our U.S. Geography database. The
two different senses have to be represented distinctly for an interpretation of a user query.

Databases are usually accessed by some well defined structured languages, for instance, SQL.
These languages bear certain characteristics similar to that of logic in that they require the
expression of quantification of variables (the attributes in a database) and the application of
logical operations (e.g. AND and OR in SQL) on predicates using these variables (e.g. equality of
two database attributes in SQL). Although first order logic is our chosen framework for semantic
representation for all the database objects, relations, and any other related information used in
database query formulation, it is important to point out, however, that it is not the case that the
parser used in CHILL can only work with a purely logical representation scheme. The choice of a
representation scheme is flexible. For instance, CHILL is also applied to a database containing
facts about Northern California restaurants and the semantic representation scheme resembles
more to SQL,; facts in the domain are basically represented as rows in a relational table. Some
examples of the semantic representation of database items of the U.S. Geography database are
shown in Table 1.

Database Category Database Facts
City cityid (austin, tx)
State stateid (mississippi)
River riverid (mississippi)
Place placeid(’death valley’)

Table 1: Sample of database facts and categories and their representation in the U.S. Geography database

Semantic Representation and the Query Language: Due to the need for capturing semantics
of syntactic categories like the adjectives, the query language of CHILL is a special case of
second order logic (such that predicates with variables that can be instantiated to predicates are
not used for the sake of computational efficiency and tractability) despite that the semantic
representation framework itself is basically in first order logic. The most basic constructs of the
semantic representation language are the terms used for describing objects in the database and
the basic relations between them. Some examples of objects of interest in the domain are states,
cities, rivers, and places. Semantic categories are given to these objects. For instance,
stateid (texas)represents the database item texas as an object of the database category
state. Of course, a database item can be a member of multiple categories.



Database objects do bear relationships to each other, or can be related to other objects of
interest to a user who is requesting information about them. In fact, a very large part of accessing
database information is to sort through database tuples that satisfy the constraints imposed by
relationships of database objects in a user query. For instance, in a user query like “What is the
capital of Texas?” the data of interest is a city that bears a certain relationship to a state called
Texas, or more precisely its capital. The capital/2 relation (essentially a predicate in first
order logic) is, therefore, defined to handle questions that require them. More of these relations
of possible interest to the domain are shown in Table 2.

Predicates Descriptions
city (C) Cis acity
capital (S,C) |[Cis the capital of state S
density (S,D) [Dis the population density of state S
loc (X, Y) X is located in Y
len (R, L) L is the length of river R
next to(S1l,S2) |state S1 borders state 52
traverse (R, S) |[river R traverses state S

Table 2: Sample of predicates of interest in a database access

Meta-Predicates Descriptions

answer (A, Goal) |A is the answer to retrieve in Goal
largest (X, Goal) |Xis the largest object satisfying Goal
smallest (X, Goal) [similarto largest

highest (X, Goal) |[X is the highest place satisfying Goal

lowest (X, Goal) |similarto highest

longest (X, Goal) [Xis the longest river satisfying Goal
shortest (X, Goal) |similarto longest

count (X, Goal,N) [N is the total number of X satisfying Goal

most (X,C,Goal) [X satisfies Goal and maximizes C
fewest (X, C, Goal) [similartomost

Table 3: Sample of meta-predicates used in database queries

Object modifiers in a user query such as “What is the largest city in California?” need to be
represented as well. The object of interest X which belongs to the database category city has
to be the largest one in California and it can be represented as largest (X, (city(X),
loc (X, stateid(california)))). The meaning of an object modifier (e.g. largest)
depends on the type (e.g. city) of its argument. In this case, it means the city X in California that
has the largest population (in the number of citizens). Allowing predicates to describe other
predicates would be a natural extension to the first order framework in handling these kinds of
cases. These “meta-predicates” have the property that at least one of their arguments takes a
conjunction of one or more predicates. Finally, to explicitly instantiate a variable used in a certain
predicate to a particular constant in the database (e.g. stateid (texas)), one can make use of
a predicate like const (X, Y) (i.e. the object X is equal to the object Y). The use of const/2
will be further explained in the following section where the working of the parser is discussed. A
list of meta-predicates is shown in Table 3. Some sample database queries for the U.S.
Geography domain are shown in Table 4. As shown in Table 4, a training example is really an
ordered pair — the question paired with its corresponding semantic representation in logic. A set
of training examples constitutes a training dataset for CHILL to learn a semantic parser. Of
course, the accuracy of the learned parser improves as more training examples are provided to



CHILL — a consequence of PAC learning [10]. More samples of training data for the U.S.
Geography domain are shown in the appendix A.

U.S. Geography

What is the capital of the state with the largest population?

answer (C, (capital(S,C), largest (P, (state(S), population(S,P))))).

What state has the most rivers running through it?

answer (S, most(S, R, (state(S), river(R), traverse(R,S)))).

How many people live in lowa?

answer (P, (population(S,P), const(S,stateid(iowa))).

Table 4: Sample of Geography questions in different domains

Parsing Actions: Our semantic parser employs a shift-reduce parsing architecture [33] that
maintains a stack of previously built semantic constituents and a buffer of remaining words in the
input (i.e. the input buffer). The parsing actions are automatically generated from templates given
the training data. The templates are INTRODUCE, COREF_VARS, DROP_CONJ, LIFT_CONJ,
and SHIFT. INTRODUCE pushes a predicate (e.g. 1en (R, L)) onto the stack upon seeing a
word (or a noun phrase) that appears in the input buffer and the predicate to which that word (or
noun phrase) is mapped in the lexicon. COREF_VARS binds two arguments of two different
predicates on the stack. DROP_CONJ (or LIFT_CONJ) takes a predicate on the stack and puts it
into one of the arguments of a meta-predicate on the stack. SHIFT simply pushes a word from
the input buffer onto the stack. The parsing actions are tried in exactly this order. The parser also
requires a lexicon that maps phrases in the input buffer to specific predicates (i.e. logical forms).
This lexicon can also be learned automatically from the training data [24].

Let’s go through a simple trace of parsing the request “What is the capital of Texas?” A lexicon
that maps ‘capital’ to ‘capital(_)’, ‘of to ‘loc(_, _), and ‘Texas’ to ‘const(_, stateid(texas)) suffices
here (‘' is a dummy variable). Interrogatives like “what” may be mapped to predicates in the
lexicon if necessary. The parser begins with an initial stack and a buffer holding the input
sentence. Each predicate on the parse stack has an attached buffer to hold the context in which
it was introduced; words from the input sentence are shifted onto this buffer during parsing. The
initial parse state is shown below:

Parse Stack: [answer( , ):[]]

Input Buffer: [what,is,the,capital,of, texas, ?]

Since the first three words in the input buffer do not map to any predicates, three SHIFT actions
are performed. The next is an INTRODUCE as ‘capital’ is at the head of the input buffer:

Parse Stack: [capital( ):[], answer( , ):[the,is,what]]

Input Buffer: [capital,of,texas,?]

The next action is a COREF_VARS that binds the argument of capital(_) with the first argument
of answer(_,_).

Parse Stack: [capital(C):[], answer(C, ):[the,is,what]]
Input Buffer: [capital,of,texas,?]

The next sequence of steps is a SHIFT followed by an INTRODUCE:

Parse Stack: [loc( , ):[], capital(C):[capital], answer(C, ):[the,is,what]]

Input Buffer: [of,texas,?]



The next sequence of steps is a COREF_VARS, a SHIFT, an INTRODUCE, and then a
COREF_VARS:

Parse Stack: [const(S,stateid(texas)):[], loc(C,S):[of],
capital(C) : [capital], answer(C, ):[the,is,what]]
Input Buffer: [texas,?]

The last four steps are three DROP_CONJ’s followed by two SHIFT’s, which produce the final
parse state. The logical query can be extracted from the stack at this point.

Parse Stack: [answer (C, (capital(C),loc(C,S),
const (S, stateid (texas)))) : [the,is,what]]
Input Buffer: []

Learning Control Rules: An initial overly general parser can be easily induced from a given set
of training data just by inspecting the sequence of parsing actions necessarily involved in parsing
the sentences in the corpus; all parsing actions used in the process constitute the initial parser.
The initial parser has no constraints on when to apply a parsing action, and is therefore overly
general and generates numerous spurious parses. Positive and negative examples are collected
for each action by parsing each training example and recording the parse states encountered.
Parse states to which an action should be applied (i.e. the action leads to building the correct
semantic representation) are positive examples for that action. Otherwise, a parse state is a
negative example for an action if it is a positive example for another action below the current one
in the ordered list of actions. Control conditions which decide the correct action for a given parse
state are learned for each action from these positive and negative examples using an ILP learner.
Examples of disambiguation rules learned for some parsing actions are provided and explained in
appendix A.

3. Background on Inductive Logic Programming

Inductive Logic Programming (ILP) is a subfield in Al which concerns learning a first order Horn
theory that explains a given set of training data (i.e. observations) and also generalizes to novel
cases; it is at the intersection of machine learning and logic programming. The problem is defined
as follows. Given a set of examples E = E* U E’ consisting of positive and negative examples of
a target concept, and background knowledge B, find a hypothesis H in L (the language of
hypotheses) such that the following conditions hold [18]. This problem setting is also called the
normal semantics of ILP:

e Prior Satisfiability: B does not entail any negative examples in E". If one of the negative
examples can be proven true from the background knowledge, then any hypothesis
induced will cover at least a negative example. Clearly, one cannot find a consistent
hypothesis.

e Prior Necessity: B does not already entail the positive examples in E".

e Posterior Satisfiability: B and H together do not entail any negative example in E.

e Posterior Sufficiency: B and H together entail all positive examples in E”.

In other words, given a set of background knowledge that is consistent with the training examples
(but is insufficient to explain the observations); one wants to learn a hypothesis that is both
complete and consistent with respect to the training data. In practice, one learns a sufficiently
accurate hypothesis instead (one that covers a significantly large subset of positive examples in
E’ but a trivial amount of negative examples). Due to the use of more expressive first-order
formalism, ILP techniques are proven to be more effective in tackling problems that require
learning relational knowledge than traditional propositional approaches [21] despite that there
exists emerging direction in using propositionalization approaches in ILP [34] for improving
efficiency in learning. Readers should refer to [13] for more details.



There are two major approaches in the design of ILP learning algorithms: top-down and bottom-
up. Both approaches can be viewed more generally as a kind of set covering algorithm. They
differ in the way a clause is constructed. In a top-down approach, one builds a clause in a
general to specific order where the search usually starts with the most general clause and it
successively specializes the clause with background predicates according to some search
heuristic. A representative example of this approach would be the FOIL algorithm [21, 4]. In a
bottom-up approach, the search begins at the other end of the space where it starts with the most
specific hypothesis, the set of examples, and constructs clauses in a specific to general order by
generalizing the more specific clauses. A representative example of this approach would be the
GOLEM algorithm [17]. A typical ILP algorithm can be summarized in the following steps:

Begin with the empty theory T =2
Repeat
Learn a sufficiently accurate clause C from training examples E given
background knowledge B
AddCtoT
E €< E - D where D is the set of positive examples covered by the clause C
UntlE=2
Return T

Therefore, a typical ILP algorithm can be viewed as a loop in which a certain clause constructor is
embedded. A clause constructor is formally defined here as a function f: T x B x E &> S such that
given the current building theory T, a set of training examples E, and the set of background
knowledge B, it produces a set of clauses S. For example, to construct a clause C using FOIL
[21] given an existing partial theory T, (initially empty) and a set of training examples E'UEFE
(positive and negative), one uses all the positive examples not covered by T, to learn a single
clause C. Therefore, froi(Tp, B, E* U E) = froi(Tp, B, {&€ €E" | T, does not cover e} U E) = {C}.
Notice that fr,; always produces a singleton set.

Since different constructors create clauses of different characteristics, an ILP learner using clause
constructors from different ILP learners could exploit a variety of inductive biases to produce
more expressive hypotheses. Details of such an advanced ILP approach and its potential benefit
on learning semantic parsers will be presented in Sections 5 and 6 respectively. Let’s begin by
reviewing two existing ILP learners.

4. Two ILP Learners Employed in CHILL

An Overview of CHILLIN: CHILLIN [30] was the first ILP algorithm that has been applied to the
task of learning control rules for a semantic parser in a system called CHILL [32]. It has a
compaction outer loop that builds a more general hypothesis with each iteration. In each
iteration, a clause is built by finding the least general generalization (LGG) under &-subsumption
of a random pair of clauses in the building definition DEF and is specialized by adding literals to
its body like FOIL. The clause with the most compaction (i.e. the most number of clauses
subsumed) is returned. The compaction loop is as follows:

DEF < {e € true | e € E}
Repeat
PAIRS < a sampling of pairs of clauses from DEF
GS < {G | G = Find_A_Clause(C;, C;, DEF, E*, E") for all (C;, C;) € PAIRS}
G € the clause in GS yielding most compaction
DEF <« (DEF - (clauses empirically subsumed by G)) U {G}
Until no-further-compaction
Return DEF

Once a clause is found, it is added to the current theory DEF. Any other clause empirically
subsumed by it will be removed. A clause C empirically subsumes D if all (finitely many) positive



examples covered by D are covered by C given the same set of background knowledge. If a
clause cannot be refined using the given set of background knowledge, it will attempt to invent a
predicate using a method similar to CHAMP [11]. Now, let's define the clause constructor fcyun
for CHILLIN. (Strictly speaking, fcqiiun is not a function because of algorithmic randomness. To
make it a function, one has to include an additional argument specifying the state of the system.
For simplicity, it is assumed to behave like a function.) Given a current partial theory T, (initially
empty), background knowledge B, and E* U E” as inputs, fouin takes ToU{e € E'| T, does not
cover e} to form the initial DEF. A clause G with the best coverage is then learned by going
through the compaction loop for one step. So, ferun(Tp, B, E' U E) = {G}. However, we are
going to allow fcn v tO return the best n clauses in GS by coverage and use this more relaxed
version of fcy iy instead in our algorithm. This allows the theory evaluation metric of COCKTAIL
(in Section 5) to select the best clause from a pool of candidate clauses.

An Overview of mFOIL: Like FOIL, mFOIL is a top-down ILP algorithm. However, it uses a
more direct accuracy estimate, the m-estimate [5], to measure the expected accuracy of a clause
that is defined as:

S+mxp
n+m

accuracy(C) =

where C is a clause, s is the number of positive examples covered by the clause, n is the total
number of examples covered, pis the prior probability of the class @, and m is a parameter.

MFOIL was designed with handling imperfect data in mind. It uses a pre-pruning algorithm which
checks if a refinement of a clause can be possibly significant. If so, it is retained in the search.
The significance test is based on the likelihood ratio statistic. Suppose a clause covers n
examples and s of which are positive examples, the value of the statistic is calculated as follows:

(1-q)
(1-p)

S
where p is the prior probability of the class ®, and q =— . This is distributed approximately as X
n

LikelihoodRatio = 2n(qlog % +(1-q)log )

with 1 degree of freedom. If the estimated value of a clause is above a particular threshold, it is
considered significant. A clause, therefore, cannot be possibly significant if the upper bound -2s
log p is already less than the threshold and will not be further refined. However, since some of
the induction problems in the sequence of problems can have very skewed amounts of training
examples (e.g. some have only one positive example and a few negative examples), the test on
possibly significant refinements will not be employed (as a perfectly correct clause in those cases
would be considered insignificant). Instead, one can rely on the theory evaluation metric of
COCKTAIL to select clauses that produce compression.

The search starts with the most general clause. Literals are added successively to the body of a
clause. A beam of promising clauses are maintained to overcome local minima. The search
stops when no clauses in the beam can be significantly refined and the most significant one is
returned. So, given the current building theory T,, background knowledge B, training examples
E" U E, furow(Tp, B, E" U E) = {C} where C is the most significant clause found in the search
beam. Again, one can use a modified version of f,ro that returns the entire beam of promising
clauses when none of them can be significantly refined so that the theory evaluation metric of
COCKTAIL can be used to select the clause that optimizes the metric if it is added to the building
theory.



5. Using Multiple ILP Learners in COCKTAIL

The use of multi-strategy learning to exploit diversity in hypothesis space and search strategy is
not novel [7]. However, our focus here is applying a similar idea specifically in ILP where different
learning strategies are integrated in a unifying hypothesis evaluation framework.

A set of clause constructors (like that in FOIL or GOLEM) have to be chosen in advance. The
decision of what constitutes a sufficiently rich set of constructors depends on the application one
needs to build. Although an arbitrary number of clause constructors is permitted (in principle), in
practice one should use only a handful of useful constructors to reduce the complexity of the
search as much as possible. The clause constructors of mFOIL and CHILLIN are chosen for our
task primarily because of their inherent differences in language bias; the former learns function
free Horn clauses while the latter learns clauses with function terms.

The COCKTAIL Algorithm: The search of the hypothesis space starts with the empty theory. At
each step, a set of potential clauses is produced by collecting all the clauses constructed using
the different clause constructors available. Each clause found is then used to compact the
current building theory to produce a set of new theories; existing clauses in the theory that are
empirically subsumed by the new clause are removed. The best one is then chosen according to
the given theory evaluation metric and the search stops when the metric score does not improve.
The algorithm is outlined as follows:

Procedure COCKTAIL

Input:

E’, E: the positive and negative examples respectively

F. a set of clause constructors

@: a set of sets of background knowledge for each clause constructor in
M: the metric for evaluating a theory

Output:

T: the learned theory

T<{}

Repeat
Clauses € U fic ¢ B € 3f(T,B, E'UE")

Choose C € Clauses such that M(T - {clauses empirically subsumed by C} U {C}, E'UE")
is the best
T € T - {clauses empirically subsumed by C} U {C}
Until M(T, E* U E") does not improve
Return T
End Procedure

The Hypothesis Evaluation Metric: As the “ideal” solution to an induction problem is the
hypothesis that has the minimum size and the most predictive power, some form of bias leading
the search to discover such hypotheses would be desirable. It has been formulated in the
minimum description length (MDL) principle [22] that the most probable hypothesis H given the
evidence (training data) D = E* U E™ (positive and negative examples) is the one that minimizes
the complexity of H given D which is defined as

K(H|D)=K(H)+K(D|H)-K(D)+c

where K( ) is the Kolmogorov complexity function and c is a constant. This is also called the
ideal form of the MDL principle. In practice, one would instead find an H of some set of
hypotheses that minimizes L(H) + L(D | H) where L(x) = —log, Pr(x) and interpret L(x) as the
corresponding Shannon-Fano (or Huffman) codeword length of x. However, if one is concerned
with just the ordering of hypotheses but not coding or decoding them, it seems reasonable to use
a metric that gives a rough estimate instead of computing the complexity directly using the
encoding itself as it would be computationally more efficient.



Now, let S(H | D) be our estimation of the complexity of H given D which is defined as
S(H|D)=S(H)+S(D|H)-S(D)

where S(H) is the estimated prior complexity of H and S(D | H) = S({e € true |e € E" and H does not
entail e}) + S({false < e | e € E and H entails e}) is the estimated complexity of D given H. This is
roughly a worst case estimate of the complexity of a program that computes the set D given H. A
much better scheme would be to compute S(H; U{T €« 7", not "’} UHy,) instead where H; and H,
are some (compressive) hypotheses consistent with the uncovered positive examples of H and
covered negative examples of H respectively, T is the target concept t(R;, ..., Ry) that one needs
to learn, 7" = ¢t’'(Ry, ..., Ry and T = ¢t”’(Ry, ..., Ry) are the renaming of the target concept. (All
predicates t/k appearing in any clause in H and H, have to be renamed to ¢/k and ¢
respectively.) Computing H; and H, could be problematic, however. For simplicity, one can
simply take the worst case assuming the discrepancy between H and D is not compressible. A
very simple measure is employed here as our complexity estimate [16]. The size S of a set of
Clauses (or a hypothesis) where each clause C with a Head and a Body is defined as follows:

S(Clauses) = Zl+termsize(Head) + termsize(Body)

CeClauses

arity(T)
where termsize(T) = 1(if T is a variable); 2 (if T is a constant); Ztermsize(argi (T)) (otherwise).
i=1
The size of a hypothesis can be viewed as a sum of the average number of bits required to
encode a symbol appearing in it which can be a variable, a constant, a function symbol, or a
predicate symbol, plus one bit of encoding each clause terminator. (Note that this particular
scheme gives less weight to variable encoding.) Finally, our theory evaluation metric is defined as

M(H,D) =S(H)+S(D|H).

The goal of the search is to find the H that minimizes the metric M. The metric is purely syntactic;
it does not take into account the complexity of proving an instance [15]. However, it is arguable
that one can rely on the assumption that syntactic complexity implies computational complexity
although this and the reverse are not true in general. So, the current metric does not guarantee
finding the hypothesis with the shortest proof of the instances.

6. Experimental Evaluation

The Domains: Two different domains are used for experimentation here. The first one is the
United States Geography domain. The database contains about 800 facts implemented in Prolog
as relational tables containing basic information about the U.S. states like population, area,
capital city, neighboring states, and so on. The second domain consists of a set of 1000
computer-related job postings, such as job announcements, from the USENET newsgroup
austin.jobs. Information from these job postings are extracted to create a database which
contains the following types of information: 1) the job title, 2) the company, 3) the recruiter, 4) the
location, 5) the salary, 6) the languages and platforms used, and 7) required or desired years of
experience and degrees [3].

The U.S. Geography domain has two corpora: 1) one with 1220 sentences (Geol220), and 2)
one with 880 sentences (Geo880). In both corpora, 250 sentences were collected from
undergraduate students in our department and the rest is a subset of the questions collected from
real users of our Web interface Geoquery (www.cs.utexas.edu/users/ml/geo.html). Geol1220 is
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an expanded version of Geo880; more questions from Geoquery were annotated to create an
expanded corpus. Geo880 is included in our experiments because it is a corpus that has been
used as a test bed within the semantic parsing community [37, 38, 39, 40]. Access to Geoquery
have been made from different parts of the world, although mainly within the U.S. and secondarily
from some European countries. The queries in these corpora are more complex than those in the
ATIS [41] database-query corpus commonly used in the speech processing community [36];
semantic analysis in the ATIS corpus is basically equivalent to filling a single semantic frame [14,
20] while that in parsing sentences in the Geoquery domain involves building meaning
representation that has nested structures. Thus, parsing sentences in Geoquery is a harder
problem.

The job database information system has a corpus of 640 sentences (Job640); 400 of which are
artificially made from a simple grammar that generates certain obvious types of questions people
will ask and the other 240 are questions obtained from undergraduate students and real users of
our interface JobFinder. (Unfortunately, JobFinder is no longer maintained and therefore Job640
is our “biggest” corpus for the domain.) Job640 is  available at
http://www.cs.utexas.edu/users/ml/nidata.html. Geo01220 or a larger corpus within the same
domain is expected to be made available in the future.

Experimental Design: The performance of CHILL using COCKTAIL is compared to that of
CHILL using only one of the clause constructors (i.e. froi OF fchin) to see if combining the
language biases of different learners would allow the meta learner to discover more compressive
hypotheses than those discovered by each individual learner (i.e. using mFOIL or CHILLIN only).
Our system is also compared to KRISP [39] — a system that learns string-kernel based classifiers
for production rules in a formal language grammar for ambiguity resolution, and probabilistic
model for parsing. The experiments were conducted using 10-fold cross validation (10CV). In
each test, the recall (a.k.a. accuracy), and the precision of the parser are reported. They are
defined as

#of correct queries produced
#of sentences
#of correct queries produced
#of successful parses

Recall =

Precision =

The recall is the number of correct queries produced divided by the total number of sentences in
the test set. The precision is the number of correct queries produced divided by the number of
sentences in the test set from which the parser successfully produced a query (i.e. a successful
parse); a sentence can fail to be successfully parsed when a wrong sequence of applications of
parsing operators yield an ill-formed query at the end (e.g. a query with dummy variables not yet
resolved by the COREF_VARS operator). A query is considered correct if it produces the same
answer set as that of the correct logical query.

Discussion of Results: For all the experiments performed, a beam size of four is used for f,ro
(i.,e. the mFOIL’s clause constructor), a significant threshold of 6.64 (i.e. 99% level of
significance), and a parameter m = 10. The best four clauses (by coverage) found by fcu iy are
retained. COCKTAIL using both the mFOIL’s and CHILLIN’s clause constructors performed the
best; it outperformed the system using either of the clause constructors alone in both recall and
precision in all the domains and all the corpora used for a domain although the gain in
performance is more dramatic in the job posting domains. The parsing performance of CHILL
using the different ILP learners in the U.S. Geography domain and the job posting domain are
shown in Figure 3 and Figure 4 respectively.
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Figure 3: Recall and precision learning curves in Geo1220. CHILL+mFOIL is the CHILL system using
COCKTAIL having only the mFOIL clause constructor (similarly for CHILL+CHILLIN)

Although a formal PAC analysis of the sample complexity [10] of all the systems is not given here,
one can infer from the learning curves that COCKTAIL using both clause constructors should
have the lowest sample complexity. For example, in Geo0l220, COCKTAIL needed
approximately 390 sentences to achieve a recall of 75.0% whereas using either froiL Or feriun
alone would require at least 460 sentences in order for them to achieve the same performance in
recall. Actually, fcqin Will require a lot more than 460 sentences to get to that same level of
performance. One can also see a similar phenomenon in the job postings domain.

The performance of CHILL using COCKTAIL is arguably better than that of KRISP on Geo880
according to the F-measure, unlike what was reported in [39], which is revealed by a more careful
examination of the results. Since the system KRISP is not available, the results reported on
Geo880 in [39] are used. Results of KRISP were estimated very carefully from Figure 7 as
explicit numerical results were not reported. Although the numerical results were estimated from
the figure, it is very clear that the recall of KRISP was significantly less than 75% (according to
Figure 7). Even if the precision of KRISP was 100%, CHILL + COCKTAIL would still slightly out-
perform KRISP in the F-measure. KRISP performs better in terms of precision while CHILL +
COCKTAIL is better in terms of recall. However, overall speaking, CHILL + COCKTAIL produces
better trade off between the two as it is indicated by the F-measure.

KRISP uses a functional language for meaning representation unlike CHILL + COCKTAIL (that
uses logic for semantic representation). And, it uses a top down parsing mechanism — non
terminals are expanded by derivation rules in a semantic grammar similar to those in a phrase
structured grammar. The use of logic for semantic representation allows the parsing framework
in CHILL to construct a query in a bottom up manner; predicates needed for constructing a query
are introduced first, then variables are co-referenced to produce the final query. Obviously, a
bottom up approach in query construction is more robust against word ordering in a sentence
since ordering predicates in a query will still produce the same answer set as long as the
arguments are properly co-referenced.
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Figure 4: Recall and precision learning curves in Job640

To combat the word ordering problem, KRISP needs to employ special strategies to
accommodate permutation of children nodes in parse tree nodes [39] while the CHILL framework
is inherently built with the capacity to handle flexible ordering of words. Being less robust to word
ordering decreases the chance that a successful parse is produced but increases the chance that
a successful parse is correct. On the other hand, being more robust to word ordering increases
the chance that a successful parse is produced but decreases the chance a successful parse is
correct (because the chance of producing a query that may not be correct is increased). This is
evidenced in KRISP having a higher precision (probably due to a relatively smaller number of
successful parses found). Unfortunately, this also impairs the recall. Overall speaking,
COCKTAIL has a better trade off between the two performance measures in parsing. 10CV
results of CHILL + COCKTAIL versus KRISP are shown in Table 5.

Recall Precision F-measure
COCKTAIL 79.40% 89.92% 84.34%
KRISP 72.10% 94.90% 81.94%

Table 5: Performance of CHILL+COCKTAIL versus KRISP. COCKTAIL is CHILL+COCKTAIL.

The training time of COCKTAIL using both clause constructors is competitive compared to
COCKTAIL using only one clause constructor; in the job posting domain, it was actually even
slightly faster than using the fro clause constructor alone. The performance gap in training
time can only become less significant over time as CPU speed is still improving continually.
COCKTAIL (using both clause constructors) found the most compressive hypothesis on average
in both domains. There were more than 130 induction problems in Geo1220 and more than 80
induction problems in Job640. Before the results are explained, let's go through an example to
see how fro and feyLun construct clauses of very different language biases that are good for
expressing different types of features present in a set of training examples. Suppose that one
wants to learn a concept class of lists of atoms and tuples of atoms and the positive examples E*
= {t([a, [e, c], b)), t([c, [a, b], a])} and negative examples E = {t([[e, c], b]), t([b, ¢, [a, b]]), t([c, b,
c)), t([d, [e, c], b, b])}. One possible hypothesis H; consistent with the data would be
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Hi: t(X) € member(a, X).

This states that any list containing the constant a is in the concept. Another possible hypothesis
H, would be

Ho: t([W, [X, Y], Z]) € true.

This asserts that the concept class contains lists of three elements and the second element has
to be a tuple. Both H; and H, are qualitatively different in that they look for different types of
features for classification; the former looks for the presence of a certain specific element that
might appear anywhere in a given list while the latter looks for a specific structure in a list.
Although both are consistent with the training data, they represent different generalizations of the
data. Similarly, mFOIL and CHILLIN learn very different features for classification; mFOIL is
given background predicates which check for the presence (or absence) of a particular element in
a given parse state (e.g. a certain predicate or a certain word) while CHILLIN is not given any
such background predicates but it learns the structural features of a parse state through finding
LGG’s with good coverage (and inventing predicates if necessary). Each learner is effective in
expressing hypotheses using its language bias. If one were to learn structural features of a parse
state using mFOIL’s language bias (i.e. function free Horn clauses), hypotheses learned would
have a very high complexity and vice versa.
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Figure 5: Training time and hypothesis complexity learning curves in Geo1220

When inspecting the set of control rules learned by COCKTAIL, one will discover that on small
induction problems involving only a few training examples, only one type (either mFOIL’s or
CHILLIN’s) of clause constructors was sufficient; the resulting hypothesis contained clauses built
only by one of them. However, different (similarly small) problems required different constructors.
On larger induction problems involving a few hundred examples, COCKTAIL learned hypotheses
with clauses constructed by both fro. and feyun- This suggests that some problems do require
inspecting structural features of a parse state and examining its elements at the same time. The
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need for using a combination of language biases in hypothesis representation is further
evidenced by the fact that the average size of a hypothesis thus found is minimal (as irrelevant
features tend to make complicated hypotheses).
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Figure 6: Training time and hypothesis complexity learning curves in Job640

The training time of COCKTAIL using both fro. and fepn in each domain was much less than
the sum of using each of them alone (unlike what one might expect) and in fact in some cases
closer to the average time. The training time and the average complexity of hypotheses learned
by the different ILP learners in the two domains are shown in Figure 5 and Figure 6.

7. Conclusion and Future Directions

One of the goals shared by artificial intelligence and database research is developing natural
language interfaces that allow a user to query a database for information freely in his native
language. Traditional approaches that require hand-crafting a semantic parser for a domain are
time consuming and lacking in robustness. Using a machine learning approach to the task allows
one to semi-automate the construction of such intelligent systems. A “meta” ILP learning
approach that combines the strengths of different ILP learners has been discussed. It was
applied to the task of semantic parser induction and was demonstrated to perform better than
using a single learner. It was also demonstrated to perform better than (or at least competitive
against) KRISP — a representative in the paradigm of using a functional language for semantic
representation within a probabilistic parsing framework. Since problems that require solving a
large sequence of induction problems do not seem to occur very often, one future work would be
to investigate the use of the COCKTAIL approach in tackling individual data mining problems.

Since COCKTAIL is essentially a meta ILP learner, it can potentially be useful in any ILP problem
domain by combining applicable ILP systems. For example, in tackling a drug design problem
such as discovering rules for the inhibition of E. Coli dihydrofolate reductase [42], one can
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possibly use a COCKTAIL approach by generalizing the clause constructor of Progol [43] to
return a set of clauses (e.g. by returning the N most compressive clauses instead of returning
only the maximally compressive clause) and likewise generalizing the clause constructor of FOIL
[44] to return a set of best N refinements of the existing clause ranked by their information gain
(although one will need to either use a version of FOIL that uses intentional background
knowledge or provide extensional background knowledge to it). Since Progol and FOIL have
different search biases, clauses returned by respective ILP learners will likely be different. Thus,
using a MDL based theory evaluation metric that combines clauses learned by either system can
potentially allow one to take advantage of the strengths of both ILP systems. Finally, another
potentially interesting future work would be to explore the possibility of building dialog based
NLIDB’s (using ILP techniques) that can guide the user in the process of querying a database in
natural language.
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Appendix A
A.1 Samples of training data used by CHILL in the U.S. Geography domain

Question: Give me the cities in Virginia?
Logic: answer (A, (city(A),loc(A,B),const (B,stateid(virginia)))).

Question: What are the high points of states surrounding Mississippi?

Logic:

answer (A, (high point (B,A),loc(A,B),state(B),next to(B,C),const(C,stateid(missis
sippi)))) .

Question: Name the rivers in Arkansas.
Logmianswer(A,(river(A),loc(A,B),const(B,stateid(arkansas)))).

Question: Name all the rivers in Colorado.
Logmianswer(A,(river(A),loc(A,B),const(B,stateid(colorado)))).

Question: Can you tell me the capital of texas?
Logmianswer(A,(capital(A),loc(A,B),const(B,stateid(texas)))).

Question: Could you tell me what is the highest point in the state of Oregon?
Logic:
answer (A, highest (A, (place(A),loc(A,B),state(B),const (B,stateid(oregon))))) .

Question: Count the states which have elevations lower than what Alabama has.

Logic:

answer (A, count (B, (state(B), loc(C,B),low point (B,C),lower(C,D),low point(E,D),
const (E, stateid (alabama)), loc(D,E)),A)).

Question: Give me the states that border Utah.
Logmianswer(A,(state(A),next_to(A,B),const(B,stateid(utah)))).

Question: How big is Alaska?
Logmianswer(A,(size(B,A),const(B,stateid(alaska)))).

Question: How long is the Missouri river?
LOnganswer(A,(len(B,A),const(B,riverid(missouri)),river(B))).

A.2 Samples of disambiguation rules learned for parsing

Each parsing operator has the form: op (A, B) :- Body. where A is the input parse state, B is
the output parse state produced by executing the parsing action which is specified in Body (e.g.
co-referencing two variables of two different predicates on the parse stack). Rules learned for
disambiguation are added to the front of Body to specify conditions under which the parsing
action should be applied to the input parse state A. The following are some samples of



disambiguation rules learned for specific parsing operators that define conditions under which the
parsing operators should be applied:

op (A, B) :-
not( word_ phrase_in_input_buffer([population],A)),
not( word_ phrase_in_input_buffer([area],A)),
coreference variables(smallest, 2, 1, state, 1, 1, A, B).

This rule is basically saying that if the word ‘population’ is not present in the input buffer of the
parse state A and likewise the word ‘area’ is not in its input buffer, then one can co-reference the
variable in the first argument of the meta-predicate smallest/2 with the variable in the first (and
only) argument of the predicate state/1. The disambiguation rules learned for the above
parsing operator are in italic. The reason why the system has learned these conditions for this
particular parsing action is that there are questions in which the object being described as
smallest is not a state but rather the population of a state or the area of a state. For example, in
the question “What is the state with the smallest population?” both the predicates state (X) and
population (X, Y) (Y is the population of the state x) will appear on the parse stack because
both the words ‘state’ and ‘population’ appear in the question. Since the target query for this
guestion should be answer (X, smallest (Y, (state(X), population(X,Y))))., the
first argument of smallest/2 should not be co-referenced with that of state/1 but rather it
should be co-referenced with the second argument of population/2. This reasoning can be
applied to a question like “What is the state with the smallest area?” or “What is the smallest state
by area?”

op (A, B) :-
not(predicate_appears _on_stack(traverse,A) ),
word phrase appears at the beginning of input buffer([runs], A),
introduce (traverse( , ), [runs], A, B).

This rule is stating that if a predicate with the name ‘traverse’ does not appear on the parse
stack of the input parse state A and the word ‘runs’ appears at the beginning of the input buffer of
A, then one can introduce the predicate traverse/2 on the parse stack of state A to produce
parse state B. The disambiguation rule learned for the introduction parsing operator is in italic.
The reason why such a disambiguation rule is learned for this parsing action is that the word
‘through’ can also be used to introduce the predicate traverse/2 on a parse stack for some parse
state. Although two different words are used to introduce the same predicates, cases like this are
sometimes allowed to make the order of the introduction of a particular predicate a flexible choice
that depends on the distribution of the sentences in the training data. For example, in the
question “What are the states through which the Mississippi river runs?” the word ‘through’
(instead of the word ‘runs’) is used to introduce the predicate traverse/2. To avoid repeatedly
introducing the same predicate again, the CHILL system learned the rule in italic to forbid the
application of this parsing action if the same predicate traverse/2 is already introduced on the
parse stack. One may ask why such a constraint is not enforced in any introduction operator by
default. One cannot enforce such a constraint by default because there are questions that
require the introduction of the same predicate multiple times. For example, in the question “What
the states bordering the states that border Texas?” the predicate state/1 needs to be
introduced two times. In fact the logical representation of this question is:
answer (A, (state (A) ,next to(A,B),state(B),next to(B,C),const (C,stateid(t
exas))) .



